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COMMENT       FACIAL RECOGNITION  
    TECHNOLOGY

T
he news that the High Court has ruled in favour of the South Wales Police, in 
response to a judicial review brought about by an individual, Ed Bridges, means 
that the police service there will be allowed to continue to use Automated 
Facial Recognition (AWR) technology.

The hearing is being described as a landmark decision and a ‘victory for technology 
innovation’, by Jason Tooley of techUK.

According to Tooley, “South Wales Police has won the world’s � rst legal challenge 
over the use of facial recognition. The use of biometrics has been proven to greatly 
enhance identity veri� cation at scale, as seen in many countries where of� cers 
currently use consumer technology to verify suspects on-demand.”

Police services around the world were said to be watching this court action in order 
to determine whether they would use it themselves – its use is not without controversy.

The potential to use biometrics to improve the quality and ef� ciency of policing, 
while cutting costs, is certainly immense. In fact, the UK Home Of� ce is looking to 
spend £100million on a biometric technology strategy to combat rising crime.

But while biometrics can drive improved policing there remain real doubts about 
the effectiveness of facial recognition technology and, more importantly, as to how to 
gain widespread public acceptance.

While the courts ruled in favour of AWR so the property developer at Kings Cross 
in London said that the technology would not be deployed at the prestigious London 
site in future, after a backlash against its use following the owner’s admission that the 
software had been used in its CCTV systems.

The argument about this technology focuses on the ethics of using facial 
recognition which has been described by those who oppose it as being authoritarian, 
partly because it captures and analyses images of people without their consent.

The situation at Kings Cross served to highlight a lack of transparency about the 
technology. Why was it deployed and done so without the public knowing?

According to Tooley the police shouldn’t prematurely focus on one biometric 
approach. 

“Facial recognition, when used as a stand-alone biometric, can suffer from the 
risk of challenge or refusal to accept, with issues such as gender and racial bias, or 
scenarios such as poor lighting and wearing accessories impacting on reliability.”

These are serious issues – not easily dismissed.
If this technology is to be accepted people need to understand the value add of 

this innovative technology and the bene� ts associated with digital policing.
What Kings Cross has highlighted is that in order for this technology to be accepted 

not only does it need to mature but, and this is crucial, the use of biometrics must be 
both transparent and well understood by the people it is supposed to be protecting.

Neil Tyler, Editor (neil.tyler@markallengroup.com)

A landmark ruling?
THE HIGH COURT HAS RULED IN FAVOUR OF THE SOUTH WALES POLICE 

ALLOWING THEM TO CONTINUE USING AUTOMATED FACIAL RECOGNITION. 
A GOOD THING, OR A BAD DECISION?

“The use of 
biometrics has 
been proven 
to greatly 
enhance 
identity 
verifi cation 
at scale, as 
seen in many 
countries”
Jason Tooley

The hearing is being described as a landmark decision and a ‘victory for technology 
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NEWS       BODY WORN SENSORS

Cambridge-based wearable tech specialist Equivital has 
unveiled a new generation of body-worn sensors. The 
range offers greater � exibility for organisations seeking 
to reduce mortality and injury from avoidable causes, 
such as heat stress and falls. The network of sensors 
can be scaled up or down, depending on the level of threat.

The modular sensors have been designed to simplify deployment of Equivital’s Black Ghost 
physiological monitoring system to military, � rst response and industrial customers. The range 
includes a high-performance, ATEX-approved smart watch which can be used in hazardous 
environments. 

Black Ghost acts as an early-warning system for dangers like heat stress and extreme fatigue, 
with a body-worn monitor keeping track of heart rate, respiratory rate, body temperature and 
activity. 

The application displays and contextualises each individual’s key physiological data in real time 
back at base and at the heart of the system is a unique heat stress algorithm, which is able to 
warn an individual when they are approaching critical levels of heat strain.

“We know heat stress and fatigue are very real risks for those wearing PPE, so accurate 
physiological monitoring is vital,” said Anmol Sood, CEO of Equivital. “The Black Ghost system 
acts as your eyes and ears to protect your team from these hidden dangers. Our new modules are 
designed to make it as easy as possible to deploy the appropriate level of protection at the right 
cost.”

The � rst of these easy-to-use, data-rich sensors is to be launched in the � rst quarter of 2020.

Equivital unveils next generation 
body-worn sensors
CAMBRIDGE COMPANY LAUNCHES LATEST 
GENERATION OF PROTECTION FOR HAZARDOUS
ENVIRONMENTS. NEIL TYLER REPORTS

can be scaled up or down, depending on the level of threat.

Equivital unveils next generation 

A team of scientists in Sweden and Germany 
have developed what they describe as the 
smallest accelerometer yet, using graphene. 

The accelerometer is the result of an 
international research project involving KTH 
Royal Institute of Technology, RWTH Aachen 
University and Research Institute AMO GmbH, 
Aachen.

MEMS have been driving innovation but 
now there is a move to the next level – nano-
electromechanical systems or NEMS.

Xuge Fan, a researcher at KTH, said that 
the unique material properties of graphene 
have enabled them to build these ultra-small 
accelerometers.

“We can scale down components because 
of the material’s atomic-scale thickness, and it 
has great electrical and mechanical properties,” 
according to Fan. 

These types of accelerometers could 
eventually bene� t mobile phones for navigation, 
mobile games and pedometers, monitoring 
systems and motion-capture wearables.

Body sensor 
breakthrough

Zuken has launched eCADSTAR, a new internet 
connected PCB design platform that combines 
Zuken’s 2D/3D electronic design technology 
with in-built internet capabilities and predictive 
tool tips and prompts. 

The design platform includes a range of 
automated and assistive features.

With in-built web access, eCADSTAR enables 
access to in-house and 3rd party services 
and users can search online component 
vendor libraries, request quotes and purchase 
components from manufacturers and 
distributors directly from within the design tool. 

Online capabilities also support collaboration 
with design, simulation and manufacturing 
experts.

Internet connectivity means that the user 
can connect to their team, creating what is 
being described as an “extended virtual team”. 

eCADSTAR also allows engineers to work 
in parallel on their own section of a board or 
functional circuit elements, helping to reduce 
design time. 

Internet connected PCB 
design platform
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RS launches STEM initiative 
RS Components (RS) has launched 
Imagine-X, an initiative to help promote 
STEM (Science, Technology, Engineering 
and Maths) subjects by providing free 
teacher resources to help pupils. 

Imagine-X has been developed by RS - as 
part of its ongoing commitment to raising 
awareness of STEM subjects - to assist 
teachers and educators in the delivery 
of STEM subjects. It gives teachers free 
curriculum-aligned resources for pupils aged 
7-14, and links dynamic and exciting STEM 
subjects. 

James Howarth, Head of Education, 
RS, said: “At RS we are passionate 

about inspiring the next generation and 
demonstrating how STEM subjects can lead 
to a wide variety of roles that will support 
our future environment and infrastructure.”

Resources for Imagine-X have been 
developed with help from primary and 
secondary school teachers, education 
experts and groups of students from key 
stages 2 and 3. 

Commenting Mike England, President, 
EMEA, RS Components, added: “We 
hope the Imagine-X resources will enable 
teachers and educators to bring STEM 
subjects to life and help ignite the 
imagination of millions of young people.”

NEWS       LITHIUM-ION BATTERIES

Engineers at the University of Sheffield are set 
to develop the next generation of lithium-ion 
batteries as part of a major new collaborative 
research project with the universities of 
Cambridge, Oxford, Lancaster, UCL, the Science 
and Technology Facilities Council and 11 industry 
partners.

Following the award of £11 million in funding 
from the Faraday Institution, researchers led 
by Professor Serena Corr in the University’s 
Department of Chemical and Biological 
Engineering are to develop lithium-ion batteries 
with longer lifespans and increased energy 
density.

The FutureCat project will use a co-ordinated 
approach to cathode chemistry design, 
development and discovery to deliver cathodes 
that hold more charge, are better suited to withstand prolonged cycling and promote ion mobility 
– all of which could be used to increase the range and acceleration of electric vehicles.

Improved cathode design could also help reduce the dependency of cell manufacturers on 
cobalt – an element defined by the European Union and United States as a critical raw material, 
which is expensive and dangerous to source, with minors often working in deadly conditions. 

Commenting Professor Serena Corr said: “Switching to electric vehicles is one way we can 
help to reduce global emissions. However, if we are to make this change, we need to produce 
electric vehicles that are capable of travelling further and have longer lasting batteries.

“Lithium-ion batteries are crucial to the performance and range of electric vehicles and 
developing existing and new cathodes can ultimately enhance battery performance. Our research 
is setting ambitious targets to make fundamental breakthroughs that will put us on the path to 
commercialising a battery with significant improvements to energy and power densities.”

Next generation lithium-ion 
battery project
NEXT GENERATION OF LITHIUM-ION BATTERIES SET TO BE DEVELOPED BY UNIVERSITY 
OF SHEFFIELD ENGINEERS. NEIL TYLER REPORTS

Scientists from RMIT University have 
developed a cost-efficient and scalable 
method for rapidly fabricating textiles that are 
embedded with energy storage devices. In 
just three minutes, the method can produce 
a 10x10cm smart textile patch that is 
waterproof, stretchable and can be integrated 
with energy harvesting technologies.

The technology enables graphene 
supercapacitors – powerful and long-lasting 
energy storage devices that are easily 
combined with solar or other sources of power 
– to be laser printed directly onto textiles.

In a proof-of-concept, the researchers 
connected the supercapacitor with a solar 
cell, delivering an efficient, washable and self-
powering smart fabric that overcomes the key 
drawbacks of existing e-textile energy storage 
technologies.

According to Dr Litty Thekkakara, a 
researcher in RMIT’s School of Science, smart 
textiles require robust and reliable energy 
solutions.

“Current approaches to smart textile 
energy storage, like stitching batteries 
into garments or using e-fibres, can be 
cumbersome and heavy, and can also have 
capacity issues,” Thekkakara said.

“Our graphene-based supercapacitor is not 
only fully washable, it can store the energy 
needed to power an intelligent garment – and 
it can be made in minutes at large scale.

“By solving the energy storage-related 
challenges of e-textiles, we hope to power the 
next generation of wearable technology and 
intelligent clothing.”

The researchers have applied for a patent 
for the new technology, which was developed 
with support from RMIT Seed Fund and Design 
Hub project grants.

Waterproof 
e-textiles
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SureCore unveils low 
power design service
SureCore, the low power SRAM IP specialist, 
has opened a new Low Power Design Service 
that offers its concept-to-tape-out low power 
mixed-signal design expertise to ASIC 
developers. 

Its Design Service targets the pervasive 
system-centric low power design challenge 
through a comprehensive suite of low-power 
mixed signal services, including design and 
layout capabilities, technology porting, as well 
as low voltage veri� cation and characterization. 
These services span bulk nodes from 55nm to 
leading-edge advanced nodes. 

“One of the trends driving the re-birth of 
ASICs is that off-the-shelf devices do not 
deliver system-level differentiated functionality. 
We’re seeing this to be particularly true for 
low-power ASIC design, particularly those that 
involve mixed-signal functionality,” said Paul 
Wells, sureCore CEO. 

“We’ve solved these challenges in the 
past and are now offering the same design 
capability that delivered market-leading, 
custom, low power SRAM solutions in 
advanced FinFET processes. Many of these 
successes targeted demanding networking and 
imaging application,” he explained.

SureCore’s design capabilities cover 
a wide range of the most commonly used 
circuit blocks including ADCs, DACs, 
Ampli� ers, Regulators, LDOs, Phase-Lock 
Loops, Oscillators, Bandgaps, Comparators, 
Programmable Current Mirrors, POR and 
Brown-Out. 

Porting and custom layout services are 
offered across many foundries and process 
nodes with silicon-proven experience including 
Bulk, FDSOI and FinFET nodes.

Intel has announced that it has started the 
� rst shipments of the Intel Agilex � eld 
programmable gate arrays (FPGAs) to early 
access program customers including: 
Colorado Engineering, Mantaro Networks and 
Microsoft. 

“The Intel Agilex FPGA product family looks to leverage Intel’s 
expertise, including architecture, packaging, process technology, developer tools and a fast path 
to power reduction with eASIC technology. These assets enable new levels of heterogeneous 
computing, system integration and processor connectivity and will be the � rst 10nm FPGA to 
provide cache-coherent and low latency connectivity to Intel Xeon processors with the upcoming 
Compute Express Link,” said Dan McNamara, Intel senior vice president and general manager 
of the Networking and Custom Logic Group.

Increased data usage and 5G means that networking throughput is increasing while latencies 
need to decrease. The Agilex FPGAs have been designed to address these challenges by 
delivering signi� cant gains in performance and inherent low latency. 

Recon� gurable and with reduced power consumption, they have computation and high-
speed interfacing capabilities that enable the creation of higher bandwidth networks and help 
deliver real-time, actionable insights via accelerated arti� cial intelligence (AI) and other analytics 
performed at the edge, in the cloud and throughout the network. 

“Microsoft has been working closely with Intel on the development of their Agilex FPGAs 
and we are planning to use them in a number of upcoming projects. Intel FPGAs have provided 
tremendous value for us for accelerating real-time AI, networking, and other applications/
infrastructure across Azure Cloud Services, Bing, and other data centre services,” said Doug 
Burger, technical fellow, Azure Hardware Systems at Microsoft 

The Intel Agilex family combines several innovative technologies including the second-
generation HyperFlex FPGA fabric built on Intel’s 10nm process, and heterogeneous 3D 
silicon-in-package (SiP) technology based on the company’s embedded multi-die interconnect 
bridge (EMIB) technology. This combination allows Intel to integrate analogue, memory, custom 
computing, custom I/O and Intel eASIC device tiles into a single package along with the FPGA 
fabric and allows developers to seamlessly migrate their designs from FPGAs to structured 
ASICs. 

Intel starts to ship fi rst 
10nm Agilex FPGAs
COMPANIES START TO RECEIVE FIRST SHIPMENTS 
OF THE INTEL AGILEX FPGAS. BY NEIL TYLER

NEWS       AGILEX FPGAS

Xilinx has announced the expansion of its 
16nm Virtex UltraScale+ family to now include 
the world’s largest Field Programmable Gate 
Arrays (FPGA) - the Virtex UltraScale+ VU19P. 

With 35 billion transistors, the VU19P now 
provides the highest logic density and I/O 
count on a single device ever built, enabling 
emulation and prototyping of some of the more 
advanced ASIC and SoC technologies, as well 
as test, measurement, compute, networking, 
aerospace and defence-related applications.

The VU19P features 9 million system logic 
cells, up to 1.5 terabits per-second of DDR4 

memory bandwidth and up to 4.5 terabits per-
second of transceiver bandwidth, and 
over 2,000 user I/Os. 

It enables the prototyping and 
emulation of complex SoCs as 
well as the development of 
emerging, complex algorithms 
such as those used for AI, 
machine learning, video 
processing and sensor fusion. 

The VU19P is supported by 
an extensive set of debug, visibility 
tools, and IP, providing customers with 

a comprehensive development platform 
to quickly design and validate next-

generation applications and 
technologies. Hardware and 
software co-validation allows for 
developers to bring up software 
and implement custom features 
before physical parts are 
available. Moreover, the design 

� ow can be co-optimised by using 
the Xilinx Vivado Design Suite, which 

reduces cost and tape-out risk, and 
improves both ef� ciency and time-to-market.

Xilinx unveils world’s largest FPGA
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NEWS ANALYSIS       ORGAN-ON-CHIP TECH

When it comes to developing drugs to 
fight disease there aren’t enough model 

systems capable of identifying drug targets, 
screening for toxicity or predicting the efficacy 
of drug trials. All of which can lead to the 
failure of drug trials and adds to the growing 
expense of new drug development.

As a result, the pharmaceutical industry 
is looking at techniques that will improve the 
drug development process and one of these 
involves organ-on-a-chip (OoC) technology, 
that has the potential to revolutionise drug 
development.

Imec in Belgium unveiled an organ-on-chip 
platform last year that combined a high-density 
multi-electrode array chip and a microfluidic 
well plate to provide an environment where 
cells can be cultured that are similar to the 
human physiology.

Now researchers at the 
Fraunhofer Institute for 
Interfacial Engineering and 
Biotechnology IGB have 
succeeded in putting various 
types of tissue onto chips. 

The team have recreated the 
human retina in the form of a 
retinal organoid and they also 
have hopes that organ-on-a-chip 
technology will open up the field of gender-
specific medicine.

The development of organ-on-a-chip 
technology marks a huge advance for medical 
research and offers a real alternative to animal 
experimentation. 

An OoC comprises of polymer chambers in 
which small amounts of tissue cultures and 
organoids are fed with nutrients via a system 
of microchannels. Researchers use these live 
cultures to test active ingredients, investigate 
the etiology of diseases and research new 
drug therapies. 

OoC systems have been developed for a 
broad range of tissue types, such as cardiac 
muscle, liver, kidney and even brain tissue. 

Prof. Peter Loskill at the Fraunhofer Institute 
for Interfacial Engineering and Biotechnology 
IGB in Stuttgart has been spearheading 
this research and his team has pioneered a 
number of unique developments, including the 
recreation of white adipose tissue and human 
retinal tissue on a chip. Now that scientists 
have mastered the technique of placing a 
whole variety of tissue cultures on a chip, the 

next challenge is to accelerate 
throughput of the various 
substances being tested. 

So-called organ-on-a-disk 
systems will combine hundreds 
of human tissue samples in 
one format, helping to turn 
this technology into a routine 
procedure.

The latest breakthrough to 
emerge from Loskill’s lab is a 

retina-on-a-chip system, featuring the complex 
stratified tissue of the human retina as an 
organoid. 

Working with partners from the University of 
Tübingen, they have been able to differentiate 
stem cells and incorporate them in a chip in 
such a way that they recreate a multilayer 
tissue. This tissue comprises, among other 
things, light-sensitive rods and cones, retinal 
pigment epithelium and ganglion cells, which 
make up the optic nerve. 

“When we shine light on the retina-on-a-
chip, we register an electrophysical signal in 

the rods and cones,” Loskill explains. “And 
now we’re working on a system with which we 
can quantitatively measure these signals.”

Such a system will make it possible to 
measure the extent to which a substance 
influences the “visual capacity” of the retina-
on-a-chip. 

“The pharmaceutical industry is showing 
a big interest in retina-on-a-chip technology,” 
said Loskill. “Lots of modern drugs have 
retinopathic side effects.” According Loskill 
model systems are still rare in this field, apart 
from animal models, which are only of limited 
use, since the retina of the animals used 
tends to have a different structure to that of 
the human retina. 

In addition, retina-on-a-chip technology 
will also facilitate research into diseases of 
the retina and the development of drugs to 
treat conditions such as age-related macular 
degeneration and diabetic retinopathy.

Loskill also expects organ-on-a-chip 
technology to open up a further field of 
research – that of sex-specific medicine. 

“Many diseases manifest themselves in 
different ways in male and female patients,” 
he explains. “It’s an aspect that has not yet 
received enough attention in medical research 
and drug development.” 

In the future, organ-on-a-chip systems 
will enable researchers to investigate male 
or female tissue separately. For example, a 
female organ-on-a-chip system could be used 
to simulate the menstrual cycle and observe 
whether it has an impact on a specific disease 
and potential drug therapies.

Teaching a chip to see
ORGAN-ON-CHIP TECHNOLOGY IS A GAME CHANGER THAT COULD HELP TO 
REVOLUTIONISE THE PHARMACEUTICAL INDUSTRY. BY NEIL TYLER

“The pharmaceutical 
industry is showing 
a big interest in 
retina-on-a-chip 
technology.”
Prof.Peter Loskill
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The Centre for Computing History looks to explore the historical and 

social impact of computing. Neil Tyler met up with its CEO and founder 

L ess than an hour by train from 
London, Cambridge has its 
University and is at the heart of 

the high-technology Silicon Fen. It’s 
also home to a number of notable 
museums, some of which are run 
by the University of Cambridge 
Museums consortium while others 
are independent of it.

Among the latter group is the 
Centre for Computing History, a little 
gem of a museum that can be found 
on a small industrial estate, just 
outside the centre of the city.

The Centre was established as 
an educational charity to tell the 
story of the ‘Information Age’ through 
exploring and better understanding 
the historical, social and cultural 
impact of developments in personal 
computing. Crucially, it looks to 
provide ‘inspirational learning 
opportunities’ for a wide range of 
audiences, from primary schools 
to university students, offering 
programming and electronics 
workshops. It also delivers training 
sessions to teachers to give them 
the knowledge, skills and importantly, 
the confidence, to teach computing to 
their students in an engaging way.

Jason Fitzpatrick is the founder 
and CEO of the museum and when 
New Electronics met with him, over 
the summer, he was celebrating 
the news that the museum had just 
received funding, worth £1million, 
from one of Arm’s founders and its 
CTO Mike Muller.

“This is great news for the 
museum and will enable us to 
purchase the Cambridge premises. 
It means we now have a permanent 
home for the over 38,000 historically 
significant artefacts we have here.

“It’s transformative and will 
provide long term security for 
the collection. It will allow us to 
concentrate on developing what we 
can offer to visitors and students, 
and helps us to develop our 
education programme,” Fitzpatrick 
explained.

Commenting on his decision to 

THE INFORMATION  
AGE EXPLAINED

support the museum Muller said, “I 
have been involved with the Centre 
for years, and am consistently 
impressed by how imaginative and 
ambitious the team is in their mission 
to tell the story of one of the world’s 
most important inventions - the 
computer.

“I hope that this investment 
will help the museum to continue 
on its trajectory and urge others 
in the industry to support it – the 
preservation of this history plays 
a key role in inspiring the next 
generation of tech talent.”

The Centre moved to its current 
site in 2013 and as an idea came 
about because Fitzpatrick believed 

Above: One of the 
most important 
aspects of the 
museum is reaching 
out to the next 
generation of 
technical talent

that there was a need to tell the story 
about the impact of computers on 
society and politics.

“I’d always been interested in 
collecting computers and hoarding 
parts. I started buying a few items 
and over time widened the pool to 
include other forms of computing 
devices. I’d always had a passion for 
computing and was intrigued by the 
industry and its development.

“What encouraged me to start 
the collection and ultimately create 
the museum, was that I realised 
that people had a real interest in the 
technology.

“People cared about their 
computers and remembered playing 
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computer games for the first time, 
or when they first got to use a 
personal computer or used it to write 
a university thesis. This collection 
comes from a time when the stories 
about computing were more about 
the people who used them, and less 
about the machines themselves.

“The 1980s saw a generation of 
tech savvy users emerge who went on 
to create a fantastic industry here in 
the UK- it was essentially an industry 
built in people’s bedrooms and we’ll 
never see the likes of that again.”

The original collection was housed 
at Fitzpatrick’s place of work – he 
was a web developer - and it was only 
in 2013 that he decided, with the 
help of colleagues and friends he’d 
met and worked with over the years 
– including Mike Muller – to set the 
museum up in its current location.

“People said they’d be interested 
in a museum that looked to preserve 
technology and ensure that it was 
valued, celebrated and secured for 
posterity,” he explained.

A significant collection
The Centre for Computing History has 
an internationally significant collection 
of vintage computers, memorabilia, 
artefacts, documents and hands-on 
displays.

“It includes 1119 historic 
computers as well as 247 games 
consoles along with peripherals, 
video games, software packages, 
books, manuals and magazines and 
we are continually adding to the 
collection,” said Fitzpatrick.

The video game designer David 
Jones, for example, donated his 
Tandy TRS-80 Model III computer to 
the museum.

“It was the machine that he used 
to create his classic games featuring 
‘Magic Knight’, Finders Keepers and 
its sequels, which were released 
on cassette for home computers 
including the ZX Spectrum, Amstrad, 
and Commodore 64. 

“David also donated a host of 
floppy disks and a 15 megabyte 

hard disk that contained the original 
source code and assets for many of 
his games,” Fitzpatrick explained.

The collection is certainly vast but 
when pushed Fitzpatrick points out 
three particularly important exhibits.

“The first is the Altair 8800, 
which is commonly referred to as 
the world’s first personal computer. 
While that can be debated, its claim 
to fame is primarily the impact it 
had on two strands of computing. 
Firstly, on seeing it Bill Gates thought 
he would be able to write software 
for it and Microsoft was born; while 
when Steve Jobs used it he was 
encouraged to develop the first Apple 
computer. I’d argue that it was pivotal 
in the development of the computing 
industry that we have today.”

The Altair 8800 sold in huge 
numbers. It had no screen or 
keyboard, data had to be toggled in, 
and it was programmed and answers 
were received in binary. But despite 
all that it inspired a generation.

Another key object in the collection 
is the LEO, which is described as the 
world’s first business computer.

“The museum and the LEO 
Computers Society have been 
awarded a £100,000 development 
grant from the Heritage Lottery Fund 
(HLF) to bring together, preserve, 
archive and digitise a range of LEO 
Computers artefacts, documents and 
personal memories.”

LEO appeared in the 1940s and 
was the result of a decision by J. 

Lyons & Co.’s, the country’s largest 
caterer at the time, to invest in the 
computer developments being made 
at the University of Cambridge.

“From this collaboration LEO 
(Lyons Electronic Office) appeared 
and went on to revolutionise how 
businesses were run. It is now 
acknowledged as the world’s first 
business computer,” said Fitzpatrick.

The preservation of LEO is 
important and reflects the museum’s 
ambition to preserve the rich history 
of computing for future generations.

According to Fitzpatrick, “We 
recognised the importance of the 
giant ‘electronic brains’ of the early 
days of computing as a result of a 
successful LEO Computers exhibition 
held in 2017.

“Following that exhibition we 
realised how much important 
documentation the LEO Computers 
Society had and we resolved to make 
sure the archive was protected for the 
long term.

“The funding will help to raise 
public awareness and pride in this 
important and uniquely British 
heritage.”

The funding will be used to train 
staff who will learn practical heritage 
skills to preserve and digitise LEO 
material which will then be made 
freely available via digital archives, 
wide-ranging learning resources, 
events and a film, while also exploring 
the recreation of the first LEO 
machine using cutting-edge virtual 
reality technology.

The final key exhibit identified by 
Fitzpatrick is the Sinclair ZX Spectrum 
prototype, the “absolute original build 
of the Sinclair Spectrum that dates 
back to 1981/2 and which became 
the first games console.”

The prototype machine has a full 
travel keyboard with the commands 
hand written on the top and all the 
chips are labelled – the underside of 
the board is all hand wrap wiring.

Accrediation
A significant development for the 

Below: Jason 
Fitzpatrick, CEO and 
curator of the Centre 
for Computing 
History

“I’m constantly 
impressed at how 
imaginative and 
ambitious the 
team is in their 
mission to tell 
the story of the 
computer.”
Mike Muller
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Centre has been the awarding of ‘Full 
Accreditation’ status by the UK Arts 
Council, which sets out nationally-
agreed standards, which in turn helps 
to inspire confidence in the museum 
not only with the public but with other 
funding and governing bodies. 

“That accreditation was 
culmination of 3 years of hard 
work in implementing documented 
cataloguing systems, preservation 
processes, development plans and 
working procedures, demonstrating 
that the organisation works to a high 
standard both in our preservation 
efforts and as a visitor attraction,”  
Fitzpatrick explained.

“Our vision for the museum was 
for it to be completely hands on 
and interactive, and at that time, to 
my knowledge, there were no other 
museums with the same ambition. 
A computer consists of hardware 
and software, and the only way 
to experience the software is to 
physically use the hardware. So to 
me, a museum with working and 
usable exhibits was the only way.”

That approach raised the 
suggestion that the museum was not 
focused on preserving the artefacts 
properly. 

“Nothing could have been further 
from the truth,” retorted Fitzpatrick. 
“An essential and on-going developing 
area of the museum’s work is the 
understanding of the chemical 
make-up of component materials 
used in computers. Plastics break 
down relatively quickly, sometimes 
seen as ‘yellowing’, over time. There 
is also the interaction of different 
types of plastics when in contact 
with each other. Known as ‘cable 
burn’, certain PVC sleeved cables will, 
under the right condition, ‘melt’ the 
ABS plastic that it is in contact with. 
At the same time some plastics will 
generate harmful gasses that can 
negatively affect other materials. 

“Another problem area is 
batteries. Many vintage computers 
have internal batteries that store 
configuration information. Some will 

‘leak’ over time causing harmful 
acids to damage the surround 
electronic circuits, so the museum is 
making a concerted effort to remove 
them and protect the machine from 
potential harm. 

“The accreditation highlights our 
work in maintaining the collection 
to a high standard and will help us 
to get the funding we need from 
the various pots of money that are 
available including a full National 
Lottery grant.”

Education
One of the most important aspects 
of the museum is its engagement 
with schools via group visits and its 
outreach programme.

“We’ve had over 104 schools 
visit the museum in the past year,” 
said Kirkpatrick, but the Centre is 
also heavily involved in an outreach 
programme that brings the museum 
and parts of its collection to 
the schools themselves. 

“We are able to bring a 
mini-version of the museum 
to them!”

According to Muller one 
of the key reasons behind 
his decision to provide the 
£1million funding boost to the 
Centre was its commitment, 
through its displays and activities, to 

support the teaching of computing.
“The team behind the museum is 

full of passion and commitment and 
it’s great to be here when it’s full of 
kids learning. 

“It’s a unique facility with a huge 
collection of artefacts which are 
supported by demonstrations and a 
broad range of activities.

“In the foyer there’s the 
Megaprocessor, which is a computer 
processor made very large that helps 
explain what a computer is and does. 
But once kids have had a chance to 
look at the collection they can then 
join a workshop and find out how to 
program a Raspberry Pi to control a 
device.

“If we can broaden students’ 
experience and motivate them to 
develop new skills and develop an 
interest in computing, then I think it’s 
a job well done.

“I put that money into the centre 
because I want it to thrive and it 
brings a degree of stability which 
will enable the museum to focus on 

the exhibits and on developing its 
educational programme.”

With its long-term future 
secured the Centre for Computing 

History is able to provide visitors 
with a wonderful opportunity to better 
understand the impact of computing 
in a rapidly changing world.

COVER FEATURE      THE CENTRE FOR 
          COMPUTING HISTORY

Above: The range of 
devices on display 
continues to grow 

Below: The Altair 
8800, arguably the 
world’s first personal 
computer 
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I
ntertrust was founded over 30 years and was a pioneer in digital 
rights management (DRM). Originally a small R&D and licensing 
company it is now a global leader in the development of trusted 
computing products and services, licensing, and standardisation 

and is now working with some of the the world’s leading brands to 
help them better protect and use their data.

As early as 1990, Intertrust invented the concept of trust via the 
Internet and has been responsible for a number of core technologies 
that govern how we manage and secure Internet-based commercial 
transactions.

Today, it now manages all forms of digital transactions across a 
number of sectors from transport to financial services.

A key sector for the company is the energy sector, which is facing 
significant disruption because of the heavy focus on renewable 
sources of energy. 

Utility companies’ business models for residential customers 
are becoming increasingly obsolete and they need to adapt to new 
distributed energy resources (DERs) like rooftop solar PV units, wind 
turbines, fuel cells and various other technologies. 

Research suggests that 40% of consumers will use DERs by 
2027 and that figure is expected to increase to 60% in 2050. 

“With the advent of ‘big data’ and the Internet of Things (IoT), the 
smart city is becoming a reality and has resulted in the generation of 
vast amounts of data,” explains Intertrust CEO, Talal Shamoon.

“Energy companies and utilities now have a massive opportunity 
to access and use data to provision new services and improve their 

operations, as well as achieve better environmental outcomes.”
In 2015 Shamoon had a long and, at the time, unexpected 

meeting with the German energy giant RWE.
“We discussed how it could remain a major player in the face of 

massive industry transformation and our discussion turned into a 
prescient conversation, that lasted more than two hours. 

“We talked about how connectivity was driving disruption across 
the energy sector and how these innovations would not just rescue, 
but fundamentally reshape the energy sector. While the meeting 
generated an incredible business partnership, it also led to the 
formation of a new business philosophy and strategy that we now 
call Data-Driven Energy.”

Whether energy companies change or not, change is coming, 
according to Shamoon. As data becomes the currency of tomorrow’s 
energy companies not only will they have to manage that data 
securely, they will also face increased competition from the likes 
of horizontally integrated multinationals like Amazon and Google, 
Shamoon argues.

“These organisations could end up buying wholesale electricity 
and giving it to consumers for free, in exchange for access to 
customers’ data and the gold mine that represents.

“Facebook soaks up vast amounts of data, not just about what 
you do on Facebook but through their apps on your Android phone. 
They are able to collect all sorts of information from where you go, 
what you listen to, to what kind of car you drive.”

As this market develops and more devices are connected so 

Data is the key to any business and Intertrust’s suite of  computing 
products looks to better manage and understand it, as CEO Talal 

Shamoon explains to New Electronics

Trusted distributed 
computing
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Talal G. Shamoon is a Silicon Valley executive, 
computer scientist, entrepreneur, and investor. In 
2003 he became the chief executive of Intertrust 
Technologies. Starting in 1999, Shamoon has 
been involved in the development of digital rights 
management (DRM) technology which was fi rst 
targeted to copyrights holders such as movie studios, 
music labels and publishers. He is the chairman of the 
developer community for the DRM technology Marlin

TALAL SHAMOON 

we need to ensure that the ‘connected device’ is what it says it is, 
explains Shamoon.

“We have a product offering that allows you to take any connected 
“thing” and make sure it is what is says it is. It’s a certi� cation of 
authority that’s built for the IoT and it’s made for devices.” 

Where public key infrastructure, with certi� cates - like X5o9 - have 
been designed for a world of millions of computers, they have not 
really been designed for a world of trillions of devices.

“The world we are moving into is one where the baby camera is 
going to wake up and say ‘Hey home gateway, I am a baby camera.’ 
That home gateway better know that it’s really a baby camera and 
not some creep watching your kid,” Shamoon suggests. 

Intertrust’s role in this rapidly changing world is to help 
companies authenticate vast sensor networks and it has developed 
a certi� cate of authority that has generated billions of authenticated 
personalities for devices. 

“The other product we offer is application shielding and it’s an 
algorithm that you run on an app – in a car, a glucose monitor, 
wherever – that changes the instructions in the app so it is very hard 
to reverse engineer. 

“Hackers don’t usually attack encrypted data, that’s hard. They 
will go to the end point of the system which is a device that is sitting 
in a hostile environment and try to take it apart to steal the key. So 
we have devised a technique that makes that harder to accomplish.” 

Intertrust has also developed Modulus, a DRM product that 
enables the user to create exchanges with distributed big data sets 
in the cloud. 

“The problem that we are looking to solve here is as more and 
more companies start to store their information on premise or in 
huge cloud data bases – they want more control over it. 

“The natural instinct is to lock the building up, but that’s no good 
because the whole point of cloud computing is to allow you to keep 
your data in a place that is scalable and shareable. But nobody 
wants to put their data out there in a way that it can be reached, 
so we have created a product that allows you to not only secure 
distributed data, but share it, trade it and sell it.”

Modulus works by effectively letting you pick a favourite cloud or 
data analytics provider. It acts as an additional layer in the cloud 
– any cloud - and provides you with the ability to run analytics in 
a secure way. It sits in the middle between one cloud base data 
installation and another. 

“In effect we are laying data rails between different distributed 
cloud sets that will allow you to move and analyse data from point A 
to point B, and then audit it and make sure the right things happen. 

“We live in a society where different people specialise in different 
things and we have networks of trusted relationships with different 
people,” says Shamoon.

“What we are looking to provide is essentially ‘secure plumbing’ 
and advocating, with our products, that horizontal specialists work 
together as a whole to provide the same values as a vertically 
integrated company like Google.”

INTERVIEW        TALAL SHAMOON 
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The concept of the digital twin is a familiar one, but the accelerated learning and repeatability 

offered by artificial intelligence raises its profile. By Alex Brinkley

Virtual representations 
and simulated models of 
manufacturing models – or 

digital twins – were first proposed by 
Dr Michael Grieves at the Society of 
Manufacturing Engineers conference 
in 2002. It was based on the idea 
that a “digital informational construct 
about a physical system could be 
created as an entity on its own. This 
digital information would be a twin of 
the information that was embedded 
within the physical system itself and 
be linked with that physical system 
through the entire lifecycle of the 
system”. 

As factories adopt the internet of 
things (IoT), combined with condition-
based machine to machine (M2M) 
devices for monitoring and tracking 
machinery and operations, digital 
twins are becoming commonplace. 

Analyst firm, Gartner predicts that 
by 2022, over two thirds of companies 
that have implemented IoT will have 
deployed at least one digital twin in 
production. 

5G advances
At this year’s Hannover Messe, Ericsson 
and industrial automation company, 
Comau, demonstrated a digital twin, 
enabled by 5G connectivity. The 
demonstration featured a digitised 
version of an assembly line in an 
automotive plant. Using 5G connectivity 
to collect data from sensors on machine 
and processes, parameters such as 
vibration, temperature and pressure 
were displayed on a digital dashboard 
on a standard tablet. The data could 
be used to identify interruptions and 
operations that could potentially slow 
down the operation. 

At the time, Ericsson advocated 

AI upgrades the digital twin

the use of 5G connectivity to collect 
a “stable, continuous and massive 
flow of data in real time, which is 
vital of automation processes”. The 
low latency rate means that data can 
be displayed as visual outputs and 
data analysis can predict faults and 
malfunctions and identify component 
parts to be replaced or repaired. 

Digitally interconnected equipment 
delivers real-time production data 
where and when it is needed, 
explained Maurisio Cremonini, Head 
of Marketing and Digital Initiatives 
Platform, at Comau. 

“Digitised analytics provide 
customers with a wealth of information 
that is made available locally and 
remotely,” he said. He believes 5G 
will enable a digital transformation 
within industry 4.0, “specifically for low 
latency, bandwidth and plug and play 
connectivity of factory equipment,” 
added Cremonini.

Companies like General Electric 
used simulations and physics to try 
and predict what a machine is doing, 
but over time this has changed. “It’s 

Above: Using 5G 
connectivity, data 
can be collected 
and displayed on a 
digital dashboard on 
a standard tablet

literally digital,” said Andrew Cresci, 
Industrial Business Development 
Manager, NVIDIA, “relying on 
measured data and sensors”.

Accurately tracking and gathering 
data for long periods of time, gives 
operators the ability to understand 
performance and predict the 
future. “This is the crux of artificial 
intelligence [AI],” said Cresci.

 
Introducing AI
AI brings repeatability to the digital 
twin, said Cresci. NVIDIA has worked 
with Bosch to develop predictive 
maintenance in domestic boilers, which 
send a text to the owner if the pressure 
drops, or if the temperature rises 
above pre-set limits. To accommodate 
the hundreds of boiler types in the 
company’s range, an AI mini-digital twin 
was created, using the same algorithm 
and the same neural network so that it 
could be trained to learn for itself. This 
way, the digital twin could be replicated 
across the range of boilers.  

“The beauty of a digital twin is that 
once you have got your mind around 
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one type of machine, it’s relatively 
easy to retrain and adapt and reuse; 
you can take AI and repeatedly reuse it 
instantly making data scientists more 
productive,” Cresci said. 

Data scientists can be called on 
to make sense of data outputs during 
testing. This analysis can then be 
the basis for a neural network and 
AI learning. At United Technologies, 
a helicopter sub-system was tested 
using a digital twin as the sub-system. 
A data scientist was able to examine 
the data and identify what was normal 
behaviour, what was due to wear and 
what was a potentially failing spindle. 
Once these behaviours were labelled, 
AI was able to learn and repeat with 
increased accuracy.

Graphics processing units (GPUs) 
enable the compute-intensive 
operations in real time, which is 
bringing AI to mainstream use, 
continued Cresci. The company’s 
CUDA (Compute Uni� ed Device 
Architecture) is a parallel computing 
platform and application programming 
interface (API) model for GPUs. AI is 
maths – essentially, statistical linear 
algebra, explained Cresci, which will 
be too slow without a GPU. Company 
scientists can write algorithms to run 
on NVIDIA libraries and use Jetson, 
the industrialised supercomputer on 
a module, to train large data servers, 
with smaller Jetsons at the edge for 
local decisions. 

AI can examine the data and 
identify an anomaly and continue to 
learn and identify errors. A system 
specialist can label that anomaly, 
which is used in the next level of 
training when something is wrong, 
which is easily identi� ed using 
[NVIDIA’s] hardware, compute 
systems, software infrastructure and 
tools, such as Tensor� ow, proposed 
Cresci.

“In my opinion, this is one of the 
biggest bene� ts of AI – an ability to 
be repeatable and learn in a new 
environment very quickly,” he said.
    There are several tools that can guide 
operators through a remote factory and 

provide information via tags connected 
to IT and product lifecycle management 
(PLM) sources.

 “We see the digital twin as the key 
to optimising the performance from the 
cell to the factory in a global network,” 
commented Thomas Maurer, Senior 
Director, Strategic Communications, 
Siemens Digital Industries Software. 
All of its factories operate digital twins.

Its Intosite is a ‘classic’ digital 
twin tool, used for visual planning, 
simulation and monitoring. Maurer 
quipped that it is GoogleEarth for 
manufacturing. Operators can be 
in an of� ce and managing a global 
network of factories. It oversees 
order ful� lment and stock levels for 
the environment in which the plant is 
operating at that time. 

As demonstrated at Hannover 
Messe, the connected factory and the 
sensor data it produces is becoming 
more relevant. Information can be 
gathered from sensors for worrying 
conditions and to understand why 
a system is varying from its normal 
course. For example, in a PCB factory, 
a re� ow oven can be monitored for 
the correct temperature and speed 
to ensure the soldering and machine 
quality are to the expected levels.

For overall equipment effectiveness 
(OEE) and data analysis, the 
MindSphere application platform 
enables developers to create apps 
from information from multiple sources 
to navigate and contextualise the 
equipment in a particular factory. It is 
also possible, added Maurer, to reach 
down to an individual machine and 
interrogate individual products.

It connects machines and can 
turn them into machines with 
sensors: “essentially connected 
to change the machine into an 
edge device,” Maurer said. Using 
condition monitoring algorithms 
for comparison with historical 
data, it adds intelligence. 
It can initiate activity when 
routed through Teamcenter, the 
company’s enterprise lifecycle 
management tool. It supports 

managers in planning, initiating extra 
shifts, changing resources and assess 
the product on the production line 
itself.

Maurer explained its role of Action 
on Insight as part of the closed loop of 
the digital twin. “It can ask: Under this 
workload, we are seeing this condition 
– is this normal or do we need to look 
at it?”  

By comparing against the baseline 
data, the digital twin can also ‘Marty 
McFly’ a production line. Maurer 
explained: “By being able to look at 
future capacity requirements, based 
on the factory’s performance, it is 
possible to identify where capacity 
is expected, what material will be 
needed and where to meet this future 
demand. Then it can go ‘Back to the 
Future’ and make adjustments”.

The importance of operating in real 
time is vital when products are built to 
order. Designers used to be focused 
on validating a design, now they use 
simulation and AI to drive generative 
design. 

The idea of generative design, 
using AI, marks a paradigm shift in 
design for Maurer. Most companies 
can optimise the topology but using 
computational � uid dynamics (CFD) to 
effect what the design is going to look 
like creates an exciting prospect.

“CFD, machine learning and 
an interactive design process can 
optimise design-based simulation,” 
he asserted. He conceded that 
investment in machine learning is 
still needed but today electronics, 
mechanical and physical engineers are 
all using simulation to drive design. 

Generative design will be the 
convergence of simulation and 
design, and allow engineers to 
concentrate on the functional 
part of the design. “Design 
is going to be model-based, 
using functional design 
tools to develop functions, 
and physical design, using 
intelligence to feedback and 
see what a design does,” 
predicted Maurer.

Below: Data 
scientists can run 
algorithms to run on 
Nvidia libraries and 
use Jetson to train 
large data servers 
with smaller Jetsons 
at the edge for local 
decisions 

“CFD, machine 
learning and 
an interactive 
design process 
can optimise 
design-based 
simulation.”
Thomas Maurer
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Memory is shaping up to take some of the workload off 

processors. By Chris Edwards

It may be nothing more than a short-
lived fad. But the rapid ascendance 
of machine learning in computing 

since deep learning became practical 
has pushed hardware development 
in a new direction that could have 
a major effect on how computer 
designers think about memory. 

The focus in design has turned to 
how to sift through large quantities of 
data, using long-distance relationships 
in information. In contrast to more 
conventional algorithms that often 
work on highly localised data 
streaming through the system, 
machine learning puts much more 
pressure on memory transfer rates 
and the energy cost shuffling data 
from bulk memory in and out of 
processors. 

One option is to avoid moving 
the data. Instead, you bring the 
computational engines into the 
memory arrays themselves. Although 
it was Professor Bill Dally’s group at 
Stanford University that provided solid 
evidence for memory access being a 
major contributor to the energy cost 
of computing, nVidia’s chief scientist 
is not a believer in the idea of putting 
compute into memory to try to reduce 
that cost. He argues that locality has 
not gone away completely simply 
because the data sets have exploded 
in size. 

In keynote speeches at a string of 
conferences last year, Dally said that 
it is easy to lose sight of the fact that 
the most costly accesses to memory 
in terms of energy are relatively 
infrequent even in machine-learning 
applications. 

“The gains are assuming you 
have to read memory for every op 
[operation] but you don’t. You do a 
read from memory maybe once every 
64 ops. With a reuse of 64 or 128, 
the memory reference [energy] is 
actually in the noise,” he said in a 
keynote at the SysML conference.

Chairing a session dedicated to 
in-memory computing research at the 
Design Automation Conference (DAC) 
in Las Vegas earlier in the summer, 

RAM scoops up 
computation

University of Michigan assistant 
professor Reetuparna Das agreed 
with Dally’s assessment on energy. 
“The biggest advantage of compute 
in memory is bandwidth, not so much 
energy in my opinion.”

Bandwidth was the target of 
attempts at in-memory compute 
that some manufacturers tried 
two decades ago. In 1994, Sun 
Microsystems made a brief foray 
into memory design with the help of 
Mitsubishi Electronics America to 
create what they called “3D RAM”. 
This put some of the processing 
needed for 3D rendering into the 
framebuffer memory itself, mostly 
performing simple pixel-by-pixel 
comparisons if one object in the 
space occludes another. This removed 
the need for the graphics controller 
to read those pixels itself, freeing up 
bandwidth on the bus. At the time, the 
economics of memory did not favour 
the development of highly customised 

Above: Prototype 
test chips (left) and a 
SRAM circuit for in-
place operation

versions except in markets where the 
price premium was acceptable. 

Move to customisation
The economic argument is now 
shifting in favour of customisation as 
traditional 2D scaling in DRAM comes 
under pressure and memory makers 
look to novel architectures such as 
magnetic (MRAM) or resistive (ReRAM) 
technologies. 

“These new memories will become 
the basis for in-memory computing,” 
says Kevin Moraes, vice president at 
Applied Materials. 

Expecting the memories to be 
incorporated into SoC devices, such 
as low-energy sensor nodes, Applied is 
working more closely with specialised 
start-ups such as Crossbar and Spin 
Memory to develop production tools 
for fabs. “Now we do a lot of work 
hardware and software co-optimisation 
as well as manufacturing,” adds 
Moraes.
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One common factor of in-memory 
computation engines is that, in 
contrast to Sun’s 3D RAM, many 
of the candidate technologies can 
be found on the boundary between 
analogue and digital computation. For 
start-ups such as Mythic, analogue 
processing within the array allows 
the rapid processing of data at a 
relatively low resolution: typically 8bit 
or lower. To support this, data values 
are converted to analogue values 
using DACs before being fed into the 
memory array for processing. 

The contribution of Das’s group at 
Michigan to in-memory computing does 
not rely on such heavy customisation 
of the interfaces to the memory, an 
attribute she says could help it gain 
traction. It was also a requirement 
from Intel, a sponsor of the work 
in order to keep implementation 
cost down. The Neural Cache is 
aimed squarely at machine-learning 
applications and makes use of 
simple logic operations to process 
data. Another key difference to other 
proposals is that it makes use of more 
expensive memory cells – those used 
in high-speed caches – than those 
aimed at bulk memory technologies.  

In operation, the Neural Cache 
borrows a concept that drove 
computation inside FPGAs before 
they acquired hardwired digital signal 
processing (DSP) cores: bit-serial 
computation. The advantage of bit-
serial arithmetic is that it can use 
simple AND and NOR operations rather 
than logic-intensive multipliers. Sense 
amplifiers detect the logic state of 
pairs of complete wordlines when they 
are activated. The main addition to 
the memory is a transpose unit that 
rearranges data so that the values can 
be pumped straight into the array. 

Although bit-serial operations 
suffer from high latency, Das claims 
the Neural Cache can win out against 
high-end processors because it can 
do many operations in parallel. For 
example, an 8KB SRAM can operate 
on 256 elements at once because 
it has 256 wordlines and 256 

bitlines. The group proposes using 
something like the last-level cache of 
a processor such as Intel’s Haswell, 
which contains more than 4000 of 
those 8KB SRAM arrays. In doing 
so, more than a million elements 
could be processed in parallel at 
more than 2GHz.  “It only adds a 3.5 
percent overhead to a Xeon and is 
as programmable as a GPU, which 
helps make it futureproof for emerging 
algorithms,” Das claims. 

Linear algebra
Although machine learning drives 
most of the current crop of in-memory 
computing start-ups, Engin Ipek, 
associate professor at the University of 
Rochester says other matrix-oriented 
algorithms can benefit. Ipek’s work has 
focused on linear algebra and, similar 
to the cache-based work at Michigan, 
avoids the need to handle intermediate 
values even on ReRAM arrays.

The practical problem with ReRAM 
for analogue computing is that its 
signal-to-noise ratio is very low. 

“There are no ReRAM cells 
today that give you 8bit or even 2bit 
resolution reliably. But you don’t 
necessarily need more than 1bit. 
The nice thing about linear algebra is 
that it’s linear,” Ipek says. “You can 
split the execution into bit slices and 
perform bit-wise matrix calculations.”

Even with 1bit devices, a potential 
problem with novel memories such as 
memristive arrays based on ReRAM or 
phase-change cells is their error rate. 

“We can’t use error-correcting 
codes because with that you have 
to read then correct then compute. 
With this architecture but the time 
you’ve corrected you’ve performed the 
calculation,” Ipek says. 

To deal with errors, the data itself 
is pre-processed using AN-codes 
that makes it possible to perform 
the addition operations of bit-serial 
arithmetic and correct single-bit errors 
once the computation is complete. 

Although the technique is focused 
on linear algebra, Ipek says it could be 
extended to sparse-matrix problems 
found in many compute problems, 
which include machine learning. “Many 
matrices in real-world applications are 
sparse,” Ipek says, noting that for 
compatible algorithms the approach 
consumes ten times less power 
than when run on a GPU for highly 
parallelised data.

The focus on these architectures 
remains one where data needs to be 
imported into an accelerator – one 
that happens to rely on memory 
architecture to perform calculations – 
rather than running the application in 
situ. Shekhar Borkar, senior director 
of technology at Qualcomm says this 
may prove to be the weakness of in-
memory architectures. Data-intensive 
applications need to work with such 
large quantities of memory that the 
cost of adding computation to the 
entire array becomes prohibitive. 

Unless the data has to move 
through the array on its way 
somewhere, which happens with 
storage devices and caches, the idea 
of keeping data in one place and 
operating on it may prove to be short-
lived. 

Devices that simply use memory 
as a processor for streaming data 
may have more success as long as 
workloads continue to favour highly 
parallelised single operations. 

At the DAC panel, a Facebook 
research scientist summed the 
situation up: “These techniques have 
promise but they are still coming from 
behind.”

Below: Data values 
are converted to 
analogue values 
using DACs before 
being fed into the 
memory array for 
processing

“The biggest 
advantage 
of compute 
in memory is 
bandwidth, not 
so much energy 
in my opinion.”
Reetupama Das
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Is the Internet of Things growing too fast and, in the process, 

undermining attempts to make it more secure? By Neil Tyler

Whether it’s reports on 
multiple glitches in smart 
home technology, smart light 

bulbs being hacked to obtain Wi-Fi 
credentials or hackers taking control 
of apps and obtaining location and 
personal details, is the Internet of 
Things simply growing too quickly? Is 
that explosive growth leaving users 
vulnerable to hackers?

According to Matt Walmsley, Head 
of EMEA Marketing at Vectra AI, “The 
exponential growth we are seeing 
in terms of the IoT - whether in the 
consumer or industrial space - simply 
means that the available attack 
surface is growing.

“Design engineers have to ensure 
that devices are accessible from a 
network or are capable of connecting 
to the Internet, and that brings with it 
a host of security risks,” he warns.

For many manufacturers the IoT, 
while certainly bene� cial, has been 
a source of disruption and the head-
spinning pace of change has proved a 
challenge. Companies, however, have 
no choice but to embrace the IoT and 

THE RACE IS ON

as such can’t ignore security.
According to Rusty Carter VP at 

Arxan, a specialist in application 
security, “The security challenge is 
growing. Gaming and digital media, 
for example, have frequently been 
targeted by criminals and now 
those attackers are moving against 
‘connected’ things in both the 
consumer and industrial space.”

Despite the associated risks design 
engineers, in terms of both hardware 
and software, tend to be focused on 
delivering business functionality.

“Their expertise and sense of 
urgency is about delivering business 
value. Software and hardware are, by 
their very nature, going to be imperfect 
and even the best coded applications 
can fall victim to reverse engineering, 
which can lead to additional 
weaknesses being identi� ed,” says 
Carter.

The ability to steal or even replace 
code, means that an application can 
end up doing something that it was 
never intended to do.

Walmsley makes the point that 

the speed of innovation is certainly 
increasing levels of risk.

“Some companies are putting the 
onus on the user and while consumers 
should be made aware of security 
issues, companies shouldn’t expect 
the consumer to have to actively 
engage in security hygiene.

“While consumers should 
be encouraged to change their 
passwords, designs should have 
the ability to automatically update 
software when problems are found, as 
well as the ability to roll out patches 
quickly.” 

Carter makes the points that the 
nature of attacks are changing and 
becoming far more subtle.

“A number of routes are open to 
the attacker. The advanced persistent 
threat will see the hacker make their 
way into a network, where they will 
establish a presence on a server and 
then use it to issue commands and 
take control. They have already passed 
through the network’s defences and 
it’s now just a matter of time as to 
how much data they are able to take. 

“The key 
challenge for 
providers is 
to start to see 
security as a 
fundamental 
aspect of their 
business.”
Rusty Carter
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“For that to work they will have 
reconnoitred the network extensively, 
and it’s tough to identify that type of 
activity.

“However, while it’s a challenge, 
security is moving that way. It’s no 
longer about mitigating a breach and 
restricting the loss of data. It’s about 
taking better counter measures.”

The IoT is also benefitting from the 
growing use of standardised hardware 
platforms which has helped to cut 
down the attack surfaces available to 
hackers.

“The key challenge for providers 
is to start to see security as 
a fundamental aspect of their 
business,” says Carter.

Using AI and ML
Cost remains a challenge and is 
certainly one of the biggest issues 
when it comes to the consumer space, 
where margins can be razor thin.

However, the rate of device testing 
is going up, as there are more people 
in the profession, and security testing 
tools are becoming more refined.

“We’re seeing a diverse response 
to security with pockets of best 
practice and codes of conduct being 
established. That, however, benefits 
those companies who have bought 
into security and who are minded 
to focus on it as an issue,” says 
Walmsley, who warns against relying 
on regulation or codes of conduct as 
an answer for what is a fast moving 
space.

“It has a limited appeal. In truth, 
manufacturers need to educate their 
users and, via the design process, 
force better levels of security hygiene 
in order to limit security risks.”

In effect, security professionals 
need to explain why these things are 
important but also how to fix them.

Vectra AI applies artificial 
intelligence (AI) and machine learning 
(ML) to detect and respond to cyber-
attacks, whether in the cloud, data 
centre or within the enterprise, and is 
able to do so in real time. 

“We are proactively addressing 

the threat of cyber-attacks and can 
reduce the level of risk,” suggests 
Walmsley.”Security can be resource 
heavy and we wanted to automate 
the process and to monitor potential 
attacker behaviour and respond to 
threats quickly. The most skilled and 
motivated attacks are carried out 
slowly and are conducted over a long 
period of time.”

The company’s Cognito platform 
is being used to replace legacy 
technology and uses sophisticated AI 
to collect and store network metadata 
to detect, hunt and investigate both 
known and unknown threats in real 
time.

“Our approach is network based 
and our source of data is the network 
packets that communicate between 
devices. These are big data sources 
that see everything that’s going on.

“Enterprises are operating a vast 
number of interconnected devices 
and software that is being used to 
aggregate and then transmit data 
and access the Internet. Each is a 
potential haven for an attacker who 
can use a breach to move around 
in and orchestrate ‘command and 
control’ to steal of change data.

“If you are a security professional 
the network you have to manage 
has in many cases quadrupled 
in size, and while there is limited 
security enforcement in a corporate 
environment – end point security to 
monitor and secure your devices - you 
rarely have that when it comes to the 
IoT.”

What Vectra AI does is to look at 
the network communications between 
devices and uses algorithms to 
detect security breaches by spotting 
anomalies and then preventing them 
from becoming a security breach.

“Our focus is on identifying attacker 
behaviours; in terms of response, 
we integrate with the existing tools 
that customers have. We monitor 
and record what we see and provide 
evidence of anomalous behaviours.

“Our approach involves monitoring 
a lot of data and the only way that can 

be managed is through automation.
“An IP camera can be used to 

extract data from a network but it can 
also act as a staging post to do other 
things,” says Walmsley. “What we do 
is spot indicators pointing to unusual 
or unexpected forms of activity – it’s 
not about what it is, but rather what it 
does.” 

That approach represents a 
big shift in how security is viewed, 
according to Walmersly who argues 
that it is now becoming increasingly 
proactive.

“The Cloud is an extension of 
the enterprise and we think that by 
monitoring network traffic we will be 
able to prevent cyber-attacks, before 
they even happen. Attackers might 
be able to delete logs, but they can’t 
erase their footprints in the network. 

“We can use automation to reduce 
the time it takes to identify attacks 
from over a 100 days, in some 
cases, to just a matter of hours. But 
it still needs human oversight - we 
are nowhere near the point of a truly 
autonomous response.”

Education is seen as an important 
tool when it comes to security.

 “We need to understand the fears 
and concerns of our customers and 
then educate them as to the threats 
they are faced with – they simply don’t 
know. That’s not surprising when we 
are seeing such rapid innovation,” 
explains Carter.

“A large scale breach can cost 
you the trust of your customers, while 
if an IoT device is hacked it can be 
used for ‘bad’ i.e. it can become a 
physical botnet, with all the financial 
implications that brings with it.” 

The IoT industry is evolving rapidly 
and there are signs of a general push 
towards better levels of security.

But what is important is that a 
spotlight is shone on flaws in devices 
and applications. 

The more that is done, the fewer 
flaws there will be. If designers are 
made aware of the problem, or if users 
demand a change, then improvements 
will come.

“The exponential 
growth we are 
seeing in terms 
of the IoT simply 
means that 
the available 
attack surface is 
growing.”
Matt Walmsley
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The whole concept of in-memory 
computing has been gaining 
attention at a time when data 

has become the fundamental tool and 
building block on which businesses 
are built.

In-memory involves the storage 
of information in the main random 
access memory (RAM) of dedicated 
servers, rather than in what can tend 
to be rather messy and complicated 
relational databases which tend to 
operate using slower disk drives.

According to Nikita Ivanov, the 
CTO of Grid Gain, a company that 
specialises in offering enterprise-
grade in-memory computing solutions, 
“Memory is less about storage and 
more about processing. Historically, 
we stored data on tape drives in the 
1950s; it was the � rst mass storage 
solution. In the 1960s we developed 
hard drives which were signi� cantly 
faster and then in the 1980s 
progressed to � ash. 

“We’ve known for a long time that 
the ultimate place to store data was 
in memory, but that has always proved 
to be prohibitively expensive as a 
solution and it could only handle a 
small amount of data.

“In-memory is a natural evolution 
which has been helped by the drop 
in memory prices which has played a 
major part in the growing popularity of 
in-memory as a solution. In-memory 
computing is now economically viable 
across a number of different sectors 
from retail banking to utilities. The 
economics has played a crucial part in 
its development and acceptance.”

Some of the key bene� ts of 
in-memory computing include the 

ability to cache large amounts of 
data constantly, which ensures a 
fast response for 
searches; it can 
store session 
data, which 
allows for the 
customisation 
of live sessions 
and can 
improve the 
performance 
of websites. 
It also has the 
capability to process 
events to improve complex event 
processing.

“If you go back 20-30 years the 
kinds of applications that were then 
in use involved thousands of users, 
at most. Today, with the likes of 
Facebook, applications are being 
used by millions of users, so the 
requirement to scale has changed 
dramatically. 

“In order to support this there is no 
other way than removing all the slow 
moving parts in a system. As a result 
we are storing data in RAM in a move 
that is being described as the ‘� nal 
frontier’,” according to Ivanov.

“There is nowhere else that we can 
go. Over the next few years, unless we 
fundamentally change the architecture 
of computers, we will have to continue 
to develop this particular paradigm.”

Many companies are looking to use 
this technology. 

SAP for example, has developed an 
in-memory computing technology that 
uses sophisticated data compression 
to store data in random access 
memory and which is 10,000 times 

faster than standard disks.
“We are currently experiencing 

what is described as a digital 
transformation,” says Ivanov. “But 
that can be a loaded topic. How is 
it different from computerisation? 
Well, the latter uses computers and 
software to optimise existing business 
processes, while the former is about 
radically transforming processes 
in order to cope with new ways of 
handling and processing data.

“Look at companies like General 
Motors. In a matter of a few years 
most of their revenue will be derived 
from selling data that’s been collected 
from sensors on their vehicles, rather 
than selling the vehicles themselves, 
and the same is true of many other 
industries.

“In-memory will be a key enabler 
and support companies looking 
to power their business through 
processing and performing analytics 
in real time. Companies want to be 
able to use complex modelling to 

In-memory computing is proving a smarter way to 

access and process data. By Neil Tyler

REVOLUTIONISING
DATA HANDLING
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improve how they respond and identify 
anomalies, and in-memory provides a 
solution.

“We want to revolutionise data 
access and processing and Grid Gain 
is able to offer solutions that are 
now being used by global enterprises 
across a variety of sectors including: 
� nancial, software, ecommerce, retail, 
online business services, healthcare, 
telecom and others. However, I would 
contend that it’s still very early days in 
the adoption of this technology,” says 
Ivanov.

Financial services
One market where in-memory is being 
used is in � nancial markets.
London-based Finastra is using 
the company’s solutions to enable 
� nancial institutions to become more 
resilient, more ef� cient and more 
competitive.

The Grid Gain solution is able to 
connect data stores (SQL, NoSQL, 
and Apache Hadoop) with cloud-
scale applications and enables both 
massive data throughput and ultra-
low latencies across a scalable, 
distributed cluster of commodity 
servers. 

“Our In-Memory Data Fabric 
solution is a comprehensive, 
enterprise-grade in-memory computing 
platform for high volume transactions, 
real-time analytics and hybrid 
transactional/analytical processing,” 
explains Ivanov.

“The main advantage of in-memory 
is its performance. Reading and 
writing data that is purely in memory 
is much faster than data that’s stored 
on a disk or on a � ash drive.” 

Finastra provides � nancial 
services software to retail banks and 
is involved in transaction banking, 
lending, and treasury and capital 
markets.

Its decision to use in-memory 
was driven by the need to ensure 
that customer demands for real-
time services could be met and that 
it would be able to satisfy evolving 
compliance and reporting regulations. 

Finastra implemented a Java-based 
IT architecture to support the use 
of data lakes instead of traditional 
databases and in order to handle the 
caching of data from the data lake and 
distributing the cached data across a 
network cluster for parallel processing, 
turned to Grid Gain and in-memory 
computing.

“In the context of increasing 
needs for real time calculation and for 
risk regulations, Grid Gain provided 
a scalable and highly performant 
platform for pricing and risk analytics 
through its ef� cient processing of 
massive amounts of data,” explained 
Benoît Riquet, Director Product 
Management for Fusion Risk and 
Pricing.

The Grid Gain in-memory computing 
platform, based on Apache Ignite, 
enables high performance transactions 
that run up to 1,000x faster than disk-
based approaches. 

It is able to provide high speed 
transactions, real-time streaming 
and fast analytics in a single, 
comprehensive data access and 
processing layer that is able to work 
with any common RDBMS, NoSQL or 
Hadoop database. 

Grid Gain was also able to offer 
ACID – Atomicity, Consistency, 
Isolation and Durability - 
transaction guarantees and it was 
ANSI SQL-99 compliant. 

The solution is able to 
power existing as well as new 

applications in a distributed, 
massively parallel architecture on 
affordable, commodity hardware, 
which can then be scaled by adding 
more nodes to the Grid Gain cluster

Prior to implementing Grid Gain, 
Finastra relied on batch processing 
of large amounts of transaction data, 
which resulted in long delays before 
the data was available for querying. 

Now it is able, in real-time, to 
process and compute with low 
latency by storing the data in memory 
and parallelising processing across 
multiple machines in the cluster. 

A typical Finastra cluster consists 
of commodity servers relying on Xeon 
processors with 256GB of RAM.

The GridGain platform, 
FusionFabric.cloud, was able to 
integrate Finastra’s trading systems 
with cloud-based components to 
offer a business-wide, cross-silo 
approach to handling OTC derivatives, 
exchange-traded derivatives, in� ation, 
� xed income, FX/MM, hybrids, and 
structured products from trading 
through to accounting as well as 
provide computational elasticity and 
real-time risk with full valuation.

“All of which gives a massive 
competitive advantage when pricing 
complex strategies, or handling big 
swings in volumes,” explains Ivanov.

With regulatory requirements 
continuing to evolve, banks are 

under pressure to improve data 
management and performance. 

In-memory solutions enable 
companies like Finastra to also 
document and store trade and 

market data in memory and run 
the calculations in parallel, 
to dramatically reduce 

processing time.
While the advantages of in-

memory are signi� cant it’s not 
without its problems and operational 
costs can still be seen by some as 
its biggest downside, but while it 
might not be suitable for all cases 
there is an increasingly strong 
business case to use in-memory 
technology. 
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Linux and the fi rst-time developer’s 

journey. By Davide Ricci

Any electronic design engineer 
practicing today will be familiar 
with open source software and 

Linux is clearly a popular solution. Its 
open nature means that anyone can 
take Linux and con� gure it for use 
on a particular hardware platform, 
which has also made it popular for 
embedded applications. 

While the level of adoption varies, 
the underlying trend is that Linux tends 
to be present in most industries.

There are also opportunities to use 
open source during the development 
of safety-critical systems, which need 
to undergo certi� cation processes for 
whatever software they implement, 
and they need to do this each 
time new software is added. While 
Linux won’t be the right � t for every 
application, it can be helpful to use it 
as a starting point to quickly prototype 
and work out initial ideas. 

The openness of Linux often 
creates forks in the road for 
developers, effectively forcing them 
to make an important decision at a 
very early stage in the project. They 
can choose to partner with a software 
company that offers an enterprise 
Linux distribution, often with their 
own hardware platform that they 
can support. Or they can start with a 
� exible distribution builder, such as 
the Yocto Project, develop their own 
hardware platform and manage the 
entire process themselves. 

Both have merits but both have 
consequences too. 

One is the cost. Open source 
software is available without any 
upfront cost but teams will discover 
that most projects in general, and 
embedded projects in particular, 
will require the additional cost of 
maintenance and support.

It is very dif� cult to accurately 
budget for the cost of maintaining 
and supporting a system based on 
technology that isn’t developed in-
house. That is one of the realities of 
using any open source technology, 
whether that is open source software 
or hardware. More importantly, for 

ADDRESSING 
THE REALITIES OF 

PRODUCT 
DEVELOPMENT

inexperienced development teams, 
the implications of maintaining and 
supporting open source technology 
may not even feature in the technical 
requirement document. 

The reason for this hidden 
surcharge is simple, an open source 
project is always in development, an 
‘innovation engine’ that never stops.  
With many millions of lines of open 
source code, engineering teams need 
to decide when and if they are going 
to follow that development path, or 
freeze, branch off and maintain their 
own version of the distribution. 

In order to take advantage of the 
security patches that will be made 
available, they may need to follow the 
project.

Choosing a vendor-supported 
enterprise Linux can mitigate the 
impact of this, however it comes 
with some level of lock-in to that 
vendor: while it may still be possible 
to customise the underlying operating 

system, this may invalidate the 
support that comes with choosing that 
vendor. 

The Yocto Project
Remaining portable yet compatible 
is an important aspect of open 
source Linux. The Yocto Project is a 
Linux distribution builder intended 
for embedded systems that is 
inherently customisable and portable 
between the leading instruction 
set architectures (ISAs) used in 
embedded devices. 

It is provided with the kernel, 
essential middleware and a tool 
chain. The target architecture can 
be selected at build, so the same 
distribution can be ported by the 
development team to any supported 
ISA; the decision doesn’t need 
to be made until further down 
the development process. This 
allows other aspects of the design 
to in� uence the choice of most 
appropriate processor, rather than 
being saddled with the device provided 
as part of a supported package.

The Yocto Project has become 
extremely popular, forming the basis 
of a software platform for embedded 
devices. This would comprise the 
kernel itself and the minimum amount 
of middleware necessary to support 
the application code. This so-called 
micro OS, or minimum OS, is where 
the Yocto Project excels. The ability 
for Linux to support containers to 
compartmentalise other middleware is 
also an important aspect but one that 
can quickly lead to fragmentation of 
the underlying OS. 

Getting started with the Yocto 
Project is straightforward. The project 
is cloned from GitHub by downloading 
the latest branch. Then, using 
BitBake, which is the Yocto Project 
build system, an image can be made. 
Typically, the � rst time, this will be 
an image for an Intel target. This 
takes perhaps half a day and your 
experience is positive. This will be 
very encouraging for developers and 
perhaps all the positive reinforcement 

Author details:
Davide Ricci, 
Director, EMEA Open 
Source Business, 
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Yocto Project 
tackles Linux design 
incompatibilities

EMBEDDED DESIGN       YOCTO PROJECT

they need in order to settle on using 
the Yocto Project. 

Based on this initial experience 
tasks can be allocated and a team 
put together. The estimate is it will 
require one person on the OS build, 
two developers on the User Interface, 
one on connectivity middleware, one 
more on data analysis algorithms and 
two on testing and usability. 

From this project team it is clear 
that the majority of the effort is 
focused on what makes this product 
different, while the one thing that 
doesn’t differentiate it – the OS – 
receives the least resources. 

 
Reality Bytes
This scenario describes perfectly 
what the Yocto Project is intended 
to provide, a fast route to product 
development. What isn’t clear from 
this initial experience is what the 
Yocto Project isn’t intended to 
provide, and that is mitigating your 
risk of long-term stability. 

Looking purely at support costs, 
based on salaries, maintaining the 
product for an extended period of time 
etc, the costs can be high. Experience 
suggests that when it comes to Linux 
projects in the embedded and IoT 
markets, the cost of maintenance sets 
in at 5x the initial cost of development 
over a five year period of time. In 
fact, with tens of millions of lines 

of code in the Yocto Project, and 
many developers working on it, it is 
inevitable that bugs will be introduced 
and fixed, making it a constantly 
changing platform. This means the 
cost of maintenance can rapidly 
overtake the cost of development. 

If the kernel has been modified, 
which is often the case with an 
embedded system, then the patches 
issued to fix generic issues may or 
may not fix the issues with a branched 
kernel. This compounds the support 
issue and contributes to the escalating 
cost of development and support. In 
addition, if the product needs to be 
certified for its end market, changing 
the kernel or any part of the software 
may invalidate that certification, 
meaning it becomes even more 
difficult to keep patching. 

Another important point to 
consider is the legal requirement to 
supply licenses for any software that 
is shipped. This would fall on the 
shoulders of the development team or 
team leader and would cover any and 
all middleware. In a well supported 
project like Linux there is a huge 
library of middleware solutions to 
choose from, but not all will be viable 
for international markets and may be 
subject to trade embargoes. 

But the cost of support can quickly 
escalate and that is even before the 
product has shipped. 

For embedded applications, choosing 
a supported enterprise Linux 
distribution can come with vendor 
tie-in. If the distribution is oriented 
towards an Enterprise environment it 
is probable that any changes made 
to the distribution will likely void the 
support package. Similarly, choosing 
a distribution that has been ported 
to a reference design could very well 
shackle your project to the same 
processor, which removes choice at a 
hardware level. 

While the Yocto Project is a popular 
choice for embedded development, 
any product development comes 
with obligations. For manufacturers 
targeting the industrial and medical 
sectors, products will need to be 
supported for between five and ten 
years after shipping, as a minimum.

Wind River is a founding contributor 
to the Yocto Project, its Wind River 
Linux Yocto Project-compatible product 
is technically indistinguishable from 
the Yocto Project yet comes with full 
support that can be applied at any 
point in the design process. Changes 
to the kernel will not invalidate this 
support, and there is never a need 
to upgrade, because keeping a Wind 
River Linux subscription maintains a 
version of your specific distribution 
and there is effectively no vendor 
tie-in. It is on these points that 
commercial Linux distributions are 
really differentiated. In addition, every 
Wind River Linux build comes with its 
own Openchain Compliance Envelop, 
making it much simpler to regulate its 
distribution. 

The developer’s journey when first 
using open source software often 
starts with a positive experience. 
However, the realities of product 
development do not disappear when 
choosing an open source platform. 

As discussed here, challenges can 
actually increase. Choosing a robust 
commercial Linux partner can make 
the difference between having a good 
developer experience or a bad one, 
between a project that fails and one 
that thrives.

“The developer’s 
journey when 
first using open 
source software 
often starts 
with a positive 
experience. 
However, 
the realities 
of product 
development 
don’t disappear.”
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How technology is key to managing the 

B2B supply chain. By Steve Bennett

The secure and ef� cient supply 
chain is crucial to the success 
and longevity of any business 

and technology has drastically 
impacted the way in which the supply 
chain functions and the way in which 
businesses interact with it. 

Technology has strengthened the 
links in the supply chain, making the 
process transparent and tying supply 
chain management in with advertising, 
forecasting and inventory control. 

 However, the supply chain is only 
as strong as its weakest link, and if 
there is a weak link, the chain is at 
risk of breaking down, which will have 
an impact on your business and your 
customers. The following areas are 
where technology can help manage 
the supply chain and help overall 
business ef� ciency. 

Avoiding downtime
Man-made mistakes are one of the 
leading causes of downtime and cyber 
security breaches. From sending 
sensitive information to clients via 
the cloud, to inventory checking in 
warehouses, digital systems ensure 
accuracy. Downtime can cause 
detrimental problems to any business, 
and suppliers may be faced with 
signi� cant penalties and � nes if they 
do not meet production deadlines. 

SAFE AND 
SECURE

One way your business can 
minimise any downtime is by reviewing 
any potential vulnerabilities that may 
lead to this and ensure you have a 
robust and protected IT infrastructure. 
Assess your actual requirements – 
review your RPO and RTO to determine 
how best to protect your systems 
and more importantly how quickly you 
can recover in the event of an outage 
occurring, whilst maintaining strong 
patching routines to ensure systems 
are protected and any weaknesses in 
software systems plugged.

Data retention
Many engineering and manufacturing 
� rms deal with large volumes of 
sensitive data, and this data needs to 
be stored properly. You need to make 
sure that the way in which this data is 

stored and shared with the appropriate 
parties is done in a secure and 
compliant manner. Some industries 
are required to retain sensitive 
information for up to 15 years, so a 
de� ned and proven data backup and 
recovery strategy is vital. 

One way to remain compliant 
and ensure your data is secure is by 
storing it on a private, remote cloud. 
This gives you easy access whilst 
reducing your on-site energy costs and 
environmental impact and provides 
protection in the event of a � re, � ood, 
theft or cyber-attack.  Alongside this, 
ensuring your servers and other 
hardware is always up-to-date and 
upgraded costs your business both 
time and money. When you choose to 
store your data on a private hosted 
cloud, your team can access this 
information on a secure, veri� ed 
device, wherever they are. 

Remote working
According to the Of� ce of National 
Statistics (ONS) and High Speed 
Of� ce, � exi-time rose by 12.35% from 
2012 to 2016. In the last decade, 
the number of UK employees working 
remotely has increased by a quarter 
of a million, and it’s thought that 50% 
of the UK’s workforce will be working 
remotely by 2020. From reducing 



35www.newelectronics.co.uk    10 September 2019

SYSTEM DESIGN      ENGINEERING 
   MANAGEMENT

of� ce costs to having a wider talent 
pool and increased morale, remote 
working comes with a wide range of 
bene� ts, but there needs to be an 
infrastructure in place that mitigates 
the risks surrounding remote working.  

Remote working relies on the use 
of more tools and applications so that 
employees can update the progress 
of an order, communicate in real-time 
and access / collaborate on sensitive 
documents. It’s no secret that these 
technologies have proliferated in the 
last decade and made remote working 
much easier. However, if applications 
aren’t implemented properly, it 
can lead to security vulnerabilities 
which impact the productivity of your 
employees. 

Think about it - the � le sharing 
software we are used to, has 
been built for consumers, not 
industries storing incredibly sensitive 
information. Supply chains need to 
ensure that the software they’re using 
not only works both on and off-site 
but gives your business adequate 
protection. Solutions such as 
Microsoft SharePoint, Intune Mobile 
Device Management, VDI and Citrix all 
provide these vital services for you to 
be able to protect your assets while 
further securing them with multi-factor 
authentication.

Industry regulations
Many manufacturing and engineering 
companies need to meet stringent 
industry regulations when it comes to 
building and supplying their products. 
Automotive and electrical suppliers 
are held to rigid standards and failing 
to meet these standards can lead to 
harsh � nes and a loss of business. 

For example, manufacturers 
need to meet world-wide ISO quality 
standards such as 9001 (quality), 
27001 (data security), 14001 
(environmental) and 5001 (energy 
management). Ensuring that your 
business is following ISO standards 
means that you can improve your 
system and processes, all while 
improving the safety and quality 

of your products. Alongside this, 
customer satisfaction will improve, 
opening more market opportunities. 

An all-encompassing IT and cyber 
security solution will help you keep 
in line with these rigorous standards. 
When you choose to implement an 
IT infrastructure that has meticulous 
record keeping, safety and compliance 
features, overall equipment, asset and 
facility maintenance, then you’ll be in 
a better position to meet the demands 
of each ISO standard. 

Production deadlines and fi nancial 
penalties
Businesses much higher up in 
the chain rely on rigid production 
deadlines, and when engineering and 
manufacturing companies fail to meet 
this, it can lead to signi� cant � nancial 
penalties and loss of business. 

For example, Bosch is a Tier-1 
supplier to some of the most 
well-known car companies in the 
world and provides steering gears 
to BMW for use in their 1-Series, 
2-Series, 3-Series and 4-Series 
compact cars. In 2017 Bosch was 
unable to meet BMW’s demands 
for steering gears. This wreaked 
havoc on both companies. Because 
of this, production at BMW slowed 
dramatically. And as a result, BMW is 
seeking compensation from Bosch to 
make up for lost sales and the cost of 
extra shifts that will be necessary to 
ramp up production.

Bosch blame their subcontractors, 
Albertini Cesare (AB). AB manufactures 
the aluminium casings for the steering 
gears. Reports indicate that AB’s 
� nancial instability contributed to the 
production delays. 

One way to ensure your company 
is compliant with production deadlines 
is through a managed IT infrastructure 
that includes a proactive monitoring 
service. This will help keep your 
systems running so you can maintain 
productivity and identify any potential 
problems before they become an 
issue.  This allows your business to 
perform to its full potential, achieving 

the maximum amount of sales, 
customer satisfaction and pro� tability, 
without having to worry about your IT 
infrastructure. 

Keep up-to-date 
If any manufacturing or engineering 
business wants to scale, they need 
to maintain high levels of speed 
and ef� ciency at all times. Modern 
businesses are now implementing 
cloud computing platforms such as 
Microsoft Azure to store their data, 
and utilising applications such as 
Power BI, Business Analytics and AI to 
drive ef� ciencies. 

In order for a manufacturing and 
engineering business to succeed, they 
need to keep up-to-date with what their 
competitors are doing. Implementing 
an IT infrastructure that forms the 
backbone of their business will ensure 
that they are running on the latest 
versions, so that they can optimise 
performance and know where to 
improve. If critical applications such as 
CAD and their production scheduling 
software are running slow or crash, 
this will impact the day to day running 
of the business. 

Linking stock control systems to 
Business Intelligence means you’ll 
have real-time data on how current 
stock levels align with productivity 
levels. From this, you can then analyse 
trends and look at seasonality, 
giving you greater visibility of where 
ef� ciencies are being realised.

Working with an experienced 
managed IT service provider who 
understands the speci� c needs of 
the engineering and manufacturing 
industry enables business owners 
to focus on running their business 
knowing that the critical infrastructure 
is running smoothly behind the scenes 
and they are bene� tting from the latest 
technologies.

Ensuring the underlying technology 
is up-to-date at all times also protects 
the business from any potential 
threats from cyber-attacks as hackers 
will look to � nd weaknesses in a 
network which they can exploit. 

Author details: 
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is an Enterprise 
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